GEORGE GILDER’S MOONSHOTS
Uncovering Explosive Stocks With the World’s Top Futurist

Bright Spots, Highlights, and Other Things
We’re back this week with my lead analyst John Schroeter and his deep-dive conversation with QuickLogic
CEO Brian Faith.
You’ll recall that we added the microcap company to the Moonshots portfolio a year ago — December 5, 2019,
to be exact. And a busy year it has been.
This leading programmable logic technology company is interesting to us for a number of reasons that will
become apparent as you take in the amazing conversation that follows — an exchange that not only reveals
the important nuances of critical Microcosm-building technologies, but also the powerful ways these technologies intersect and converge to synthesize entirely new applications.
These are the kinds of insights that keep us — and you — always a few steps ahead in the game.
To back up just a bit, Field-Programmable Gate Arrays — FPGAs — are an important class of semiconductor devices that help make the Microcosm possible. They provide vital connective tissue in network communications, as well as AI endpoints, bringing intelligence to IoT sensors at the edge. FPGAs are also enabling
the faster rollout of 5G, in that their programmable nature makes them ideal for accommodating the kinds
of adjustments in the field that come with new technology introductions.
My analyst John, I might add, is also a veteran of the programmable logic space. He cut his teeth on the
technology in the mid ‘80s at Fairchild Semiconductor, where he introduced the company’s first line of
programmable logic products. More recently, he’s been architecting edge-based AI solutions for various
FPGA-based platforms. It is from this unique perspective that he views the groundbreaking work of QuickLogic, and why he recognizes the potential for the big things that can come from a small company on an
accelerated trajectory.
With that, I’ll get out of the way now and let you eavesdrop! You’ll find John’s questions bolded with Brian
Faith’s responses directly under.

John: Thank you, Brian. These are exciting times for QuickLogic. In your Q3’2020 earnings call, you provided an update on your year-long transformation effort, which is
evolving your focus from being primarily a product company to a platform company,
which will broaden your addressable market, and ultimately yield improved financial results in fiscal 2021. How would you characterize/forecast your growth, given
this major shift in strategy?
Brian: Thanks, John. It’s great to be able to have this conversation with you today. Regarding
the shift in strategy, I liken this to what Geoffrey Moore talks about in his book, Crossing the Chasm. For many years we were very focused on a “high touch” engagement
model with our customers. As such, we invested an inordinate amount of engineering,
sales, and marketing resources to a handful of consumer-market customers. As you
can imagine, some of these were home runs and some were strikeouts — that’s the
nature of swinging for the fence in the consumer market. We shipped millions of dollars in revenue for products in various consumer devices, such as portable navigation
systems, USB cellular data cards, high-volume tablets, and a few phones to companies
like Garmin, ZTE, Huawei, Nokia, Foxconn, and Samsung, among others — establishing ourselves as a supplier that can deliver to big consumer companies that have high
expectations for quality, time-to-market, and value.
For all the benefits of those wins, the drawbacks were lower gross margins, and more
importantly, the opportunity risk in committing such a large percentage of our resources to these accounts. Starting in 2018, the Board agreed with me that we needed to start
pivoting away from the high-volume consumer market and start building a platform that
was more scalable to the masses. This meant focusing more of our engineering resources
on ensuring the platform could be usable by the many — without a lot of direct support
from our own engineers. Taking this back to Crossing the Chasm, this is about making our
solution easy enough to find and to use so that the masses could build their own products
with it. Implementing that change took an incredible shift in mindset.
Around the time we decided that diversifying our target markets was an appropriate strategy, along came Artificial Intelligence. To cut a long story short, we collaborated with an
AI software platform company called SensiML for about a year before we acquired them
in early 2019. SensiML was a 30+ software engineering team at Intel, writing all the AI
software for their Curie chip, launched at CES in 2015. Intel invested significant time
and capital into the software development prior to letting SensiML spin out the core team
and assets. They had a great product and core team, and could benefit from being part of
a larger company to scale. The acquisition was a key milestone in our ability to deliver a
platform solution to our customers.
Consequently, I believe we are about to enter a period of rapid growth. As we go through
this discussion further, I hope to draw out specific milestones that will serve as drivers for
this growth. This has been a long time coming, and I feel like we are on the cusp of seeing
concrete results now.
John: It has indeed been a long time coming, and it is exciting to see it coming together the
way it is. I understand you’ve been with QuickLogic since 1996! You have seen a lot
in the reconfigurable computing world over that span of time. Significantly, your pivot intersects a massive opportunity in the way the market is developing. That said, it
is still early days for you: QuickLogic would be considered a microcap today. What
kind of potential leap do you envision?
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Brian:

You are correct that we are considered a microcap stock. I would like to think that the shift
we are going through now will provide the basis for us to increase our market cap and become a small-cap company in the next few years. Transformative growth of that magnitude
requires delivering revenue in high-growth markets, having value-added IP, and enabling a
diverse set of customers.
Industry research that I’ve read from Google and McKinsey suggest that edge AI will
enable tens to hundreds of billions of units in the coming years, and potentially drive a
semiconductor TAM north of $4B by 2025 — just for edge inferencing. Think about this
in the context of your home. You probably have dozens of sensors already in place. Amazon Echo Dots, Ring doorbells, Arlo cameras, Nest thermostats, TVs, STBs, Amazon Fire
Box, Roku TVs, numerous tablets, smartphones, PCs, Bluetooth headsets, Chromebooks,
refrigerators, washing machines, smart outlets, etc. The technology that we’ve developed
or acquired over the past couple of years all fit within this market — FPGA technology, AI
software, and low power MCUs. Now we are focusing on bringing the technology to market with big ecosystem partners to realize our ambitious revenue goals.

John: Now, there have been historic difficulties in getting traction in the reconfigurable
computing space, generally. The tools, of course, have always been miserable, and
ultimately, projects end up requiring FPGA development expertise. This technology has
not been very accessible to software engineers in the way, for example, that GPUs
have been. And OpenCL BSP support from the vendors has been spotty at best. So
FPGA has been somewhat self-selecting in terms of adoption, and with particular
concentration in the telecom/networking/switch space where the FPGA expertise is
consolidated. So does QuickLogic flank much of these challenges? To what extent
does your work intersect the greater FPGA design space?
Brian: Flanking is exactly what we are doing here. The world doesn’t need another FPGA company
that goes about the same thing that Xilinx (soon to be AMD), Altera (Intel), and Lattice do.
What I mean by that is to chase process node advances, locking customers in with proprietary
software tools, selling to the same FPGA-oriented hardware engineers, and not supporting any
other business model other than selling silicon. The world is ready for a different approach.
Our work does intersect with a portion of the greater FPGA design space, and I would advocate that it is the area that is growing more rapidly. Universities are graduating substantially
more engineers who are data scientists and software engineers. We need to evolve our solutions
to be more usable by the non-FPGA engineer so that we expand the universe of users.
John: To all these ends, if I understand correctly, QuickLogic broadly comprises four lines of
business: MCUs, development tools for MCUs, FPGA devices, and eFPGA technology. Do I
have that right? And how do you see these divvying up the QuickLogic revenue pie in 2021?
Brian: You’ve got it right. We haven’t yet given specific guidance for how we view the revenue
split for 2021, other than to indicate that we hope our eFPGA IP licensing/royalties and
SensiML AI SaaS revenues/royalties will become 10% of revenue, which provides uplift to
our overall gross margin percentages. We have indicated our FPGA business will likely
be a similar revenue level in 2021 as it has been in 2020. That would put it at around half
the revenue that some analysts have estimated for 2021. This year (2020), MCU revenue
should be around 20% of total revenues, and we do expect that to grow in 2021 to a much
larger percentage of the total. Likely not half of revenues yet, because of our anticipated
growth in the eFPGA and SensiML side of the business.
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John: The big news for the company is the pivot to Open Source. Last June you announced
the QuickLogic Open Reconfigurable Computing, or QORC, initiative. This makes
QuickLogic the first programmable logic company to actively contribute to a fully
open-source FPGA toolchain. How would you contrast this with the other open source
tools like OpenCL, for example?
Brian: Definitely, the big news is the pivot. What we are doing with our QORC initiative is
groundbreaking. To your question on contrasting to OpenCL: OpenCL is open and license
free, and it can be used to help program heterogenous systems in a subset of the C language. There are several intermediate tools that reside in between OpenCL and the native
semiconductor elements. The first open source FPGA tools we are supporting under our
QORC initiative are similar to ones that reside one level below where OpenCL resides.
Whereas OpenCL takes in a C-like language, the open FPGA tools take in a Verilog hardware description language [VHDL — the native FPGA design flow]. That said, there is a
lot of work happening right now across the community to develop tools that enable much
higher-level software applications that will take inputs such as Python and convert that to
FPGA gates. From a scalability point of view, what we are doing today with open source
will support those newer tools when they are ready, so we are building our QORC initiative to be “future proof.” Once those newer tools are ready for prime time, we will be able
to plug them in and start targeting pure software engineers with our hardware.
John: So how would you position the longer-term value of a fully open-source FPGA toolchain?
Will you be following a Red Hat-like model where 1) the basic tools are free, 2) the
value-add tools and services aspects drive revenue, and 3) the company becomes well
positioned for acquisition?
Brian: The longer-term value is multi-fold. One is how we look at our own R&D investments.
If open source tools exist, and produce good quality of results for our customers, then
I would much rather use those tools to either a) reduce our operating expenses or b)
invest those precious R&D dollars in other areas that do not exist in open source, e.g.
silicon-based FPGA innovations for performance, power, size, cost, etc. We have already
seen the community making improvements, and then contributing those improvements
back to the open source tools. This is very high leverage. Second, a fully open-source
FPGA toolchain helps fuel our eFPGA IP licensing strategy. Licensees are interested in
integrating eFPGA into their own SoCs, and when they do that, they will need to be the
front-line of support for their end customers. Support becomes complicated if a licensee needs to give a QuickLogic tool that stands by itself as opposed to one that can be
white-labeled and integrated into the licensees’ own SDK (Software Development Kit).
This problem is solved if the FPGA tools are open source and easily white-labeled and
built into the workflow of the licensees’ SDKs.
Users of FPGAs aren’t going to bet their careers on open source tools that they download
from GitHub without knowing that there is a “real” company to provide the backstop of
support for that tool. As such, one can imagine a Red Hat-type model can be built on top
of these tools to be that backstop. At this point in time, we are supporting those tools to
our device and eFPGA customers. For device customers, they expect the FPGA tools to
be more or less free, so we aren’t charging for them. For eFPGA IP licensees, we have a
support and maintenance contract (similar to other semiconductor IP companies) that is
already in line with what Red Hat does. How this evolves in the future has many factors,
and it is something we are keeping a very close eye on.
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As far as positioning for acquisition — my guiding philosophy is that we need to focus on
growing the top-line through our new business initiatives, be smart that we aren’t giving
away our crown jewels, and invest in areas that will drive growth. By the second quarter
of 2021 we should see the results from our pivot. I am confident that will deliver results,
and I hope the market will reward our stockholders for that. There is no doubt that the
past several years have seen a lot of M&A in the semiconductor space. To some extent,
this is due to the fact the semiconductor market is viewed as “mature.” Thankfully, we
are focused in high-growth areas of the overall semiconductor market and so I believe we
should grow substantially faster than the general market. At some point, I’m fairly certain
we will become interesting for other companies. Just look at past five years in the FPGA
space… Xilinx (AMD), Altera (Intel), Microsemi (Microchip), Lattice (attempted acquisition by Canyon Bridge). The scarcity value is undeniable and there aren’t a lot of options
left if someone wants to acquire the technology.
John: What impact do you see your involvement with the Open Hardware Group bringing
to your plans, both in terms of development efforts and business value?
Brian:

The OpenHW Group and CHIPS Alliance are both ideal organizations for us to be part of. The
OpenHW Group has the charter to take RISC-V processors and ensure they are of commercial
quality. As such, they took the exact same RISC-V processor core that was integrated with one
of our eFPGA cores by the ETH Zurich University in the form of the “Arnold” test chip. That
test chip was a proving ground for our thesis that integrated eFPGA can significantly increase
performance or lower power consumption of neural network implementations geared for edge
AI products. There is a very interesting research paper on this here.
Our CTO, Dr. Tim Saxe, is now the vice-chair of the HW Task Group that is taking this
RISC-V + eFPGA Arnold Test Chip and doing a new version that is more upgraded for commercial use (not academic like ETH Zurich did). The details of that test chip are in the public
domain here. You can see that being part of the Task Group gives us influence on the project
and options for what we decide to bring to market as our own device roadmap. If we were to
bring something like this to market, there is substantial value to QuickLogic by leveraging the
power of open source/community developments. Similar to the open source FPGA tools, this
means we can stay focused on areas of commercialization vs. reinventing the wheel.
I’d also like to share that CHIPS Alliance is equally important for QuickLogic. CHIPS is
focused more on the non-processor open source IP and open source software tools ecosystem. For us, the combination of OpenHW Group and CHIPS gives us access to all of the
“standard” IP blocks used in SoCs today, whereas our eFPGA IP is the magic that makes us
unique and value-add to the SoCs that we can monetize.

John: Open source is certainly fashionable these days — RISC-V, for example, as you mention.
So that makes for good timing. But you also need an ecosystem and a big/growing user
base, user groups, etc. — all of which are essential to growth. And that may become one
of the heavier lifts… How do you see that shaping up?
Brian:

RISC-V has been around a decade in the making, and it is finally starting to hit its stride. As
you point out, it’s not just the cores, it is the ecosystem around it. Other IP, compilers, debuggers, etc. are all required to be in place for commercialization. We’ve been part of the RISC-V
community for a couple of years now, and we’ve benefitted greatly from being plugged into development projects such as the Arnold Test Chip at ETH Zurich, the OpenHW Group COREV-MCU project, and the CHIPS Alliance. It is a heavy lift for the industry, and that is the power
of distributing that load across multiple organizations, alliances, and companies.
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John: Let’s shift gears to your development platform. Adoption of your QuickFeather
development kits has been crisp. How will getting these into the wild in greater
numbers translate to forecastable revenue and bottom line?
Brian:

QuickFeather is our first low cost, open-source development kit and it’s gone great so far.
We really flipped the script on how we had been doing development kits with this one,
and we’ve got others in the pipeline that continue that trend. Instead of trying to put every
possible thing on a single development kit (making it really expensive and hard to connect
to other boards in the process), we went with a simple, compatible-with-industry-standard
ecosystem for extensibility, and inexpensive. We wanted to take a page from Raspberry Pi
and make it an impulse purchase. Since the rollout, we have already delivered more than
500 kits and are on track to sell more QuickFeathers in the second half of 2020 than the
sum of development kits we have sold over the past five years. Our expectation is that we
could deliver 2X the number of QuickFeathers next year.
Over time, I hope to develop a statistical model for X number of development kits =
$Y million in revenue. What I can say with confidence is that we know that QuickFeathers are going into a wide spectrum of users, from makers, to universities to
engineers at mega-cap companies. A high leverage point for the go-to-market strategy
is to co-sponsor design contests that create a proven set of use cases that become marketing material for an entire segment of customers. Industrial IoT is one of our target
segments, but it is so diverse that prioritizing and implementing our own reference
designs would not only be too costly, we would never complete them in a timely manner, nor to the level that a true domain expert would do. We wanted to tap into the
collective intellect of the design community. Enter our new Climate Change Design
Contest with Hackster.io (part of Avnet). Now we can impact climate change (positively), and our business benefits from all these designs being proof points for our
other customers to use our silicon and SensiML solutions.
All of these are seeds that will yield real device revenue, and we are planning on that revenue starting next year.

John: Do you have other development platforms in the pipeline?
Brian:

I mentioned that QuickFeather is our first of this new development kit strategy for us. Another
one, called Qomu, has appeared on CrowdSupply and some of the hardware-oriented websites, but it isn’t quite ready for ordering yet. We need to build our inventory first to be ready
for the anticipated demand. All of these target different audiences, use cases, and partners. I’d
like to see a few thousand development kits (which includes QuickFeathers, Qomus and the
next couple of dev kits in the pipeline) out in the hands of designers over the course of 2021.
The more seeds, the more designs, the more accurate the revenue will become because the
forecast is spread across a greater number of customers. It de-risks any single customer from
becoming too large a percentage of the total revenue forecast.

John: Speaking of revenue forecasts, can you shed any light on the sales cycle?
Brian:

The typical cycle for the development kits is that users kick the tires on the kits for a few
months and then start looking for projects that would involve more volume. Those new
designs would typically take somewhere between two quarters (in the case of a consumer-type product) and four quarters (in the case of an industrial-type product) to complete.
That puts revenue somewhere between 3-5 quarters from development kit shipment.
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John: Tell me about your co-development partners, which include Google and AntMicro.
What is the nature of those relationships and what might they yield — particularly
with respect to making your tech more accessible to software engineers, and hence
fuel growth?
Brian:

I can’t give Google enough credit for the guidance they continue to provide in terms of how
to do things the right way in the open-source community, for helping fund the development,
and for how they’ve connected us with so many entities that could end up being QuickLogic customers. They truly are partners in this sense. AntMicro is cut from the same cloth.
They’ve done a lot of the heavy lifting in terms of engineering work to get our devices and
FPGA technology supported by the open-source tools, and they’ve allowed us to look over
their shoulder as they do it so that we can start doing more of this work ourselves. Many
of the opportunities for us to display thought leadership in the areas of open-source FPGA
technology has come from Tim Ansell at Google and Michael Gielda of AntMicro, two gentlemen that I have immense respect for, and whom I had the honor of being on a keynote
panel discussion with at the RISC-V Summit last week. Here is a link that you can register
at to see the keynote for free. You will get a good sense of their vision and how we fit into it,
and how their work is going to make this technology more pervasive to other engineers.
Tim Ansell is also driving an open-source PDK at SkyWater Technology in Minnesota (former Cypress fab, and now I believe the only US-owned and operated pure-play foundry).
Imagine how this would democratize chip design on older nodes for proofs of concept chips,
while creating opportunities for eFPGA IP license opportunities for someone like us?

John: I understand you’re involved, via collaborations with a consortium of companies that
includes ARC, SkyWater, LinearASICs, and others for the COVID-19 testing solution.
What’s your role there, and what can you can tell us about the testing protocol and
the contribution QuickLogic makes in the mix?
Brian:

Our role is really SensiML’s role. The COVID-19 testing solution is starting as an NFC-enabled temperature sensor for reading core body temperature of individuals and using AI to
understand how that “personal temperature signature” moves over time, and identifying
when deviations from your standard might be indicative of infection, e.g., COVID-19. The
next step is to incorporate cough classification into the same application that would run
on an NFC-enabled smartphone so that you have a comprehensive testing mechanism
in an easily accessible hardware platform, e.g. smartphone. I led a panel discussion with
the consortium earlier this summer that you might find interesting background material,
which you can find here.
SensiML is involved as the platform for the AI software that can be used to tie in these
multi-modal sensor input streams into a cohesive model. Lastly, I’ll say that COVID-19
isn’t the only use case for this. This pandemic has shown the need for more telemedicine,
and smartphone-enabled disposable patch-based sensors can be a game changer in terms
of remote patient monitoring and care for other respiratory diseases, so I believe this is just
the tip of the iceberg. And when those monitors need to become more than a disposable
patch, I can assure you QuickLogic will be in the discussion to add an MCU or an FPGA
when it is needed.

John: I’d like to ask about another of your partners, STMicro. What is the nature of the
relationship and how did it come about? And what can you tell us about future
directions or milestones of interest we might look forward to?
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Brian:

STMicro is primarily a partner of SensiML, although we have used some of their low-cost
MEMS-based sensors on some of our earlier development kits and reference designs. As
one of the top few MCU companies in the world, their sales reach cannot be overstated. SensiML had started collaborating with STMicro pre-QuickLogic acquisition, and we
encouraged that partnership to continue. SensiML has ported their software to multiple
STMicro development kits and has been invited multiple times to present at STMicro
developer conferences. We are committed to continuing those R&D and sales/marketing
activities with STMicro because we know that they can help produce qualified leads that
SensiML can then come in to close to a SaaS agreement. Near-term milestones to watch
would be additional development kits we will support and reference solutions that channel
partners deploy based on STMicro MCUs/Sensors and SensiML software.

John: Let’s dig more deeply into the EOS S3 MCU, your ARM-core driven microcontroller
platform. Where is it fabbed and what is the process node?
Brian:

The EOS S3 is fabbed by GLOBALFOUNDRIES in a 40nm LP bulk CMOS process.

John: Ah, that’s a great process — low cost but with sufficient performance for most edge-based
applications. Frankly, the more aggressive nodes — 7nm and lower — are just overkill for
these kinds of edge applications. And its architecture?
Brian:

There are two MAC (multiply-accumulate operators — the workhorse for machine learning compute) units that are tightly coupled to the eFPGA logic. There is additional “math”
capability in the Arm Cortex M4F floating point unit that resides in the MCU core on EOS
S3. And there is block RAM that can be used to store weights and serve as interim buffers.
The eFPGA, coupled with the math blocks, can be used to implement the heavy “inner
loop” of a convolution function common to neural networks. This is the basis of the research that our CTO presented at the OpenHW TV channel regarding the implementation
of a TensorFlow Lite for Microcontroller neural network for human presence detection.

John: I assume you’re using the ARM core pipeline to provide vector instructions to the
compute cores?
Brian:

In EOS S3, yes, the ARM core sequences out the instructions to the eFPGA/MACS for the
convolution portion.

John: I want to go back to SensiML and how it fits into the overall picture for QuickLogic.
Does SensiML also provide a design flow that compiles a bit file for the eFPGA on the
EOS 03? Or is SensiML only serving the IoT segment/MCU platforms, with SymbiFlow
being used for the EOS board?
Brian:

SensiML doesn’t compile a bitstream for eFPGA… yet. Our vision is that SensiML would never
need to compile a bitstream for the eFPGA; the downstream FPGA tools could potentially create
an eFPGA configuration bitstream for a heavy-compute function in the C code that SensiML
creates — much like a function call. The software would take care of mapping that to the eFPGA.
This is very much like what we did to take the convolution from the TensorFlow Lite for Microcontrollers neural network and run it on the eFPGA in the Arnold test chip. Think of SensiML as
the tool that allows you to capture and label datasets, and give you options of inferencing models
you would run on the device (allowing you to trade off accuracy with compute/memory requirements). You can then get the compiled library file or source code (if you are a paid SaaS subscriber) to run on device in a compatible processor core (MCU, smartphone processor, etc). SensiML
is decoupled from SymbiFlow for now, but we do see that as an opportunity in the future.
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John: I understand you have integrated the SensiML Analytics Toolkit with Google’s TensorFlow framework. How would your eFPGA IP be involved here? What would a
design flow look like for a typical application? And how/where would your eFPGA
fabric be exploited in the TensorFlow context?
Brian:

Integration with TensorFlow framework is noteworthy because it gets us plugged into the
Google tinyML community, as well as gives SensiML users another arrow in the quiver for
type of neural net that SensiML can generate for them from the labeled data sets. The flow
is essentially 1) data capture and labelling in SensiML, 2) inference model creation from
SensiML through TensorFlow Lite for Microcontrollers, and then 3) run on device. We
could provide reference RTL [low-level FPGA programming language] for the CNN [convolutional neural network — a class of machine learning] that would utilize the eFPGA
and math blocks that would be serve as function call for the CNN. The SensiML/TensorFlow Lite user wouldn’t need to write one line of RTL in this case, but the RTL provided
would definitely run through SymbiFlow to create the bitstream for the eFPGA. We’ve got
workflows set up on GitHub now so you can run scripts to take care of integrating this
into a cohesive flow. The eFPGA would be exploited for the inner loop of the CNN.

John: How does this intersect tinyML application development between the two general
environments? That is, how do you demark ML applications between the EOS and
Feather environments?
Brian:

The start of any tinyML application development would be to capture sensor data and
label it. The QuickFeather board coupled with SensiML Data Capture Lab can do that
seamlessly. Once you’ve pushed that through the SensiML/TensorFlow Lite workflow,
you will have a resulting model you can run on the exact same QuickFeather hardware you captured data with. Or optionally, you can output the model file to a generic
processor core to compile in with a customer’s own board instead of QuickFeather.
This is the moment where they can choose if they want to tap into the eFPGA capability to offload/accelerate the CNN or not. If yes, then we would need to give them
the RTL for that CNN offload with the appropriate API to call in their software. If not,
they could simply go to testing of the inference model running on pure software. Our
approach is to recommend customers to the non-eFPGA optimized route first to get
functionality and performance of the tinyML model nailed first, and then start partitioning for more performance/less power as a second-order task. This ensures you
aren’t turning too many dials before you’re happy with the unoptimized functional
performance first. By the way, this same process would work with other boards, e.g.
STMicro, Nordic Semi, nano33, etc.

John: It also looks like with SensiML, you’ve got a library of machine learning models that
support a range of common applications. Can you provide any detail on some specific
use cases for IoT/edge intelligence?
Brian:

The most commonly implemented models, dating back to SensiML’s Intel days, are gestures and context classifiers for motion sensors in consumer products. In consumer, we
are seeing new use cases for sound detection and classification (the cough detection and
classifier are good examples). We are also seeing increased interest for industrial products
for predictive maintenance applications. This involves higher-precision motion and sound/
acoustic sensors, as well as strain gauges, load cells, etc., that would capture precise machine behavior. SensiML has somewhere around 70 different features that users can extract
from the sensor data that allows you to traverse different options for best fit-for-purpose.
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John: I want to touch on another component of your business, the eFPGA fabric IP. Now, a
field-programmable ASIC is like chocolate and peanut butter — truly the best of both
worlds. At least in theory. But semiconductor IP is a tough sell… What can you tell me
about your experience in that business? Where have you seen success? Can you provide
any detailed specifics on the potential and/or demonstrated use cases? Who has integrated
your fabric in an ASIC that you can talk about? Anything in production?
Brian: No doubt the IP business is tough, especially for “hard” IP that needs to be generated on the
exact foundry and process technology that a customer is using for their ASIC. This is the biggest
reason it has taken us longer than we had originally anticipated to ramp up this business. We’ve
learned that lesson now and are working in the background on ways to do our IP development
in a very different way that will make it more scalable from a development point of view. We have
seen success in an MCU-class platform and we have also seen success in mil/aero. In fact, we have
an IP licensing business on one of our older processes and architectures for a radiation-tolerant
application that has generated millions of dollars in royalties for QuickLogic. We don’t give that
much airtime, but it demonstrates the value of the technology. Our focus now is to leverage these
learnings into a scalable business. We’ve publicly talked about different levels of license with
SiFive, Aeroflex UTMC, Cobham, and Pingtogue (CSky/Alibaba), and NationS.
John: As to your IP and patent portfolio, how would you characterize it in terms of its real
contribution to innovation and differentiation and company value?
Brian: I would say our IP portfolio is what has enabled these new product strategies based on
FPGA and SensiML. Many of the patents we have are around programming, testing, and
other elements that enable us to manufacture these devices at scale and sell them to customers that demand quality and reliability. While we do have patents, the programmable
logic market is mature enough that more of our value is from the technology implementations themselves and the trade secrets and know-how of doing that. We do periodically
patent our inventions, but want to put more of our focus on generating revenue from them
versus just spending money with lawyers to paper the inventions.
John: QuickLogic is among a relatively small circle of FPGA companies that include Microchip, Xilinx, Lattice, Achronix, and Intel. How do you see QuickLogic positioned in this
mix? To what degree do you compete with, complement, of flank the other players?
Brian: I see us in the top three standalone FPGA programmable logic companies ideally positioned to give the #1 a serious run for their money. I’m thrilled to see that the top three
were acquired (or in the process of being acquired in the case of Xilinx) in the past several
years. Being part of bigger organizations means they will be focused more on fitting the
vision of the parent company. Xilinx, Intel, and Achronix are all high-performance computing-oriented FPGAs, so we really don’t run into them at all. We see Lattice much more
frequently, and in fact our latest eFPGA IP on 28nm FDSOI at Samsung is the same that
Lattice chose for their next-generation FPGA. In the consumer space we see Lattice and
in the Mil/Aero space we see Microchip. Neither embrace open source beyond putting dev
kits on their webpage and saying that they encourage the open-source community. We are
getting recognized for being the first to embrace and contribute to the open-source FPGA
tools. This is both how we compete with and how we flank Lattice.
DARPA is investing big in the Electronics Resurgence Initiative, including into Trusted and
Assured Microelectronics and open source infrastructure such as POSH and IDEAS such
that an engineer at a defense contractor can go idea to GDS in 24 hours, with no human in
the loop. We see that as a huge opportunity for our technology, because it will be based on
open source and because it will be with a company that has been shipping programmable
logic for over three decades.
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John: To put things in the larger market context, the global field programmable gate array market
size is anticipated to reach USD 18.8 billion by 2027, registering a CAGR of 9.7% over the
forecast period, according to a new report by Grand View Research, Inc. That’s double from
where it is now. How will you capture a larger share of this rising tide?
Brian: By focusing on markets where we can win. We are going to stay true to our advantages: closer to the edge than the datacenter, integration of more value-added cores than just a sea of
gates, clear support for offramp from discrete device to IP license when a customer is ready
to do their own ASIC, built upon the open-source tools that are just emerging as ready for
prime-time through the continued investment and partnership with Google and AntMicro.
John: These most recent forecasts have surprised a lot of industry observers. Many thought
that FPGAs would be going into decline…
Brian: In June of next year, I will complete my first quarter century in the FPGA market. From
the first year in the business, I heard that FPGAs were going to go away. Too big. Too
expensive. Too slow. Too difficult to program. First it was ASICs, then it was Structured
ASICs, then it was GPUs, now it is AI Inferencing Chips. FPGAs often were the devices
that foundries used to help prove out their process because FPGA vendors were chasing
the next process node so they could offer millions of more gates. I do not think FPGAs
will go away after 2027. Why?
1. W
 e still ship FPGAs that were designed into systems 20 years ago. The cost of
change exceeds the savings of components in many mil/aero/industrial systems,
and so there is going to be a home for FPGAs for a long time, well beyond 2027.
2. F
 PGAs are recognized as enabling a variety of programmability. In one architecture
you can implement control plane and data plane logic, soft processor(s), hard processor(s), and repurpose the entire chip tomorrow for a different design. No other
technology can do that. Is it more expensive, bigger and slower than an ASIC? Yes.
But it also doesn’t take 18 months and $20M to make that change like it does with
an ASIC. And you can’t use an AI chip as a general-purpose processor very well.
3. I DO think that you will see more hybrid architectures where the FPGA is actually
an SoC with eFPGA or a Platform FPGA with an MCU (depending on your point
of view). But I would argue this is still a form of programmable logic.
John: A little closer to home, though, for you is a new class of chips. I am aware of upwards
of 100 deep learning merchant chips in progress. This will take a big bite out of the
low-power intelligent edge market, for sure. I also know that many of these folks do
not want to consume silicon real estate with programmable fabric. All are trying hard
to minimize area…
Brian: Absolutely. I would bet no more than five actually make it commercially. History repeats itself; in the last 30 years, more than 60 companies have tried to do programmable logic and
failed. There are around five today. Die size is important — especially for edge AI where
cost does matter for the total BOM. This is where I think the real winners will be the ones
who have more integrated single-chip or module-level solutions. Having multi-chip architectures at the edge will be cost prohibitive and that is why I like our chances because we
combine the processor AND the eFPGA-based AI. And regardless of the chip being used, I
like our chances of SensiML being part of the customer’s system.
John: Can you tell us what the most important market categories/applications are to
your top-line growth? Do you have a dedicated value proposition for each of the
key application segments?
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Brian:

In the near term, Mil/Aero, consumer, industrial. In the future, I believe automotive will
come into the mix. As discussed earlier, we are not focusing on very high-performance,
high-density applications, e.g., telecom and data processing.

John:

Speaking of telecom, regarding 5G and smartphone segments, 5G is expected to drive
FPGA growth in no small way by virtue of FPGA’s configurability, flexible hardware
accelerators, high-speed switching, and low-latency operation at low costs. How and
where do you see QuickLogic benefitting from/contributing to 5G? Can you tell us
anything about how and where your IP is serving 5G implementations?

Brian:

We are shipping in our first 5G smartphone by virtue of the Kyocera design win we just
announced on our recent earnings call, and they do use the eFPGA in EOS S3, albeit not
for AI. I agree that 5G will enable new categories of connected devices. At the same time,
those devices will have a need for more processing to be done locally because sending ALL
data back to the cloud is impractical in so many dimensions — cost, battery life, security,
etc. More important is ensuring that the precious 1s and 0s sent back to the datacenter
represent the metadata, and that is where AI/ML come in. I see QuickLogic contributing to
getting the most efficient compute out of those SoCs used in edge applications, and I see
SensiML ensuring the most efficient way of developing those tinyML edge applications and
with the most efficient use of the memory, MIPS, and batteries in them.

John:

You also look forward to significant gains in the smartphone business, reaching at
least 10 wins by year end, up from three at the start of the year. Where and how and
for what functions are you getting designed in? Clearly these new phone wins should
lead to good smartphone revenue. Is it a substantial share of your projected revenue?

Brian:

We believe we will have increased smartphone revenue next year over this year. This has
been a shining light for us this year in the number of phones we are shipping into, including
our first 5G smartphone. Our EOS S3 is enabling our customer, Kyocera, to run their sensor fusion algorithms at incredibly low power compared to the bigger, more power-hungry
application processors. The icing on the cake is that we have the eFPGA that can be used
to integrate other components off the board. These aren’t terribly complex components, but
they all add up. In smartphones, square millimeters of PCB space and pennies of BOM cost
matter; the EOS S3 eFPGA happens to be capable enough to do some of that integration
while running all of those Kyocera sensors fusion algorithms at the same time.

John:

Brian, thank you. I do believe we’ve covered the waterfront. There is no question that
opportunities abound for QuickLogic. We look forward to keeping in touch as these
opportunities unfold and expand! Do you have any parting comments for us?

Brian:

Thank you, John. As we look back on what we have accomplished to transition QuickLogic — particularly in the context of the COVID-19 pandemic — I could not be prouder of
what our team has achieved. We have re-aligned the company, not just in terms of having
the right resources to execute on the open source initiative, but also significantly reducing
our cost structure, making profitability before the end of 2021 much more attainable. With
what we have in place, and the opportunities that are opening up for new business, it is
clear we have made tremendous progress on the continued evolution of QuickLogic.
About George Gilder’s Moonshots
As one of the world’s most prominent technology futurists, George Gilder has a history of
making eerily accurate predictions in technology.
That’s why Forbes calls him a technology “prophet...”
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Now George Gilder and his team of analysts are their most radical and influential ideas to
a small group of investors — so they can profit from the next major breakthroughs in tech.
If you want to learn more about Moonshots — including Gilder’s research on a new development he’s calling 3x bigger than 5G — click here.
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